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et de Développements en Intelligence Artificielle
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Introduction

Task partitioning is the decomposition of a task in two or more sub-tasks that
can be tackled separately by di↵erent individuals of a group [1, 6]. Task partitioning can result in increased efficiency by reducing interferences between individuals as well as overall energy expenditure. Task partitioning can be observed
in the behavior of many animal species [9], such as bees and ants, performing
complex tasks such as nest building.
In this paper, we study task partitioning in the context of swarm robotics.
Swarm robotics is an approach for coordinating large groups of robots that
takes inspiration from the behavior of social insects. In swarm robotics, the
individuals are simple with respect to the task to perform. Similarly to social
insects, individuals do not rely on centralized control. Instead, their behavior
is controlled by simple rules based on local sensing. Complex, coordinated
collective behavior emerges from the local interactions among individuals.
In this paper, we formulate task partitioning as a multi-armed bandit problem [5]. The main advantage of this formulation is that the multi-armed bandit
problem has been studied and understood well in the literature. Leveraging
such knowledge allows us to analyze the problem of task partitioning without
the need to develop new, custom tools. In particular, we study an experimental
setup in which robots must decide individually on decomposing a task in subtasks or not. The approach is based on the individuals’ local perception and
does not require explicit communication.
We test our approach through simulated experiments. The experimental
scenario for these experiments is foraging—the robots must retrieve objects
from a source and bring them to a central station (i.e. the nest). The task is
pre-partitioned into two sequential sub-tasks. The robots must decide whether
or not to exploit the partitioning. To validate our approach, we implemented
two known algorithms for the multi-armed bandit problem and compare them
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Figure 1: Representation of the environment

with an ad hoc solution. We test our approach in di↵erent conditions that vary
on the cost of employing task partitioning.
The results show that the approach we propose is qualitatively similar to
the ad hoc solution in terms of performance.
The rest of the paper is organized as follows: Section 2 describes the experimental framework we use. Section 3 presents the algorithms we implemented.
Section 4 presents the results of our experimental analysis. Section 5 contains
conclusions and future works.

2

Experimental Framework

We test our approach in a foraging task in which a swarm of robots must retrieve
objects. In this task the robots harvest objects from the source and store them in
the nest. Object retrieval can be performed as a whole task or can be partitioned
into two sub-tasks: harvest objects from the source and store them in the nest.
When task partitioning is employed, objects are transferred between robots
working on two di↵erent sub-tasks.
Figure 1 shows the arena we use for the experimental analysis. The arena
is divided in two areas, the source area and the nest area. The two areas are
separated by a temporary storage area, the cache. The cache permits to transfer
objects from the source area to the nest area. The cache can hold only a limited
number of objects. Robots can not cross the cache and have to use the corridor
to reach the source area from the nest area and the other way around.
Object retrieval can be performed either with or without task partitioning.
When task partitioning is not used, a robot has to harvest objects from the
source; then, it has to use the corridor to store objects in the nest. On the
contrary, when task partitioning is used, the task is divided in two sub-tasks: a
group of robots harvests objects from the source and drops them in the cache
while another group of robots picks up the objects from the cache and stores
them in the nest. There is a cost associated with the use of the cache: each time
a robot uses the cache, it must stay idle for a time D inside the cache. This idle
time D represents a time cost that has to be payed for transferring an object
through the cache.
Figure 2 shows the finite state machine describing the behavior of each robot.
The black continuous arcs represent cases in which the robot can make a choice
about the strategy to use. In particular, the robot can select the strategy when
it harvests an object from the source or when it stores an object in the nest.
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Figure 2: Finite state machine describing the behavior of the robot

The dashed gray arcs represent the transitions in which the robot does not make
a choice. We conduct our experimental analysis in simulation using ARGoS [7],
developed within the Swarmanoid project1 . We use the simulated version of
the e-puck2 robot. The e-puck is a small wheeled robot, developed at EPFL,
Lausanne, Switzerland.

3

Algorithms

We implemented two algorithms that tackle the multi-armed bandit problem:
MAB and "-greedy. These algorithms are based on a similar structure. Each
robot selects its strategy according to its past experience without any kind of
communication with the other members of the swarm. The strategy is selected
from the strategy set C. The choice of the strategy is performed according to an
estimated measure of the quality qs , associated to each strategy s. Each time a
robot finishes a delivery (i.e. placing an object in the cache or in the nest) using
the strategy s the quality qs is updated according to the following equation:
qs (t + 1) = ↵ · qs (t) + (1

↵) · rs

(1)

where 0 < ↵  1 is a algorithm’s parameter while rs is the reward associated
to application of the strategy s. rs is computed as:
⇢
t
for the not partitioning strategy
rs =
(2)
2t for the partitioning strategy
with t the time to perform the delivery.
"-greedy
The "-greedy [10] algorithm is based on a single parameter ✏. This algorithm
selects the strategy with the higher value of quality with a probability of 1 ✏.
The other strategies are selected uniformly with a probability of ✏.
1 http://www.swarmanoid.org/
2 http://www.e-puck.org/
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MAB
The MAB [3, 4] deterministically selects the strategy s̄ according to:
8
9
s
P
<
=
0
2 ln
n
s0 2C s
s̄ = arg min qs
s2C :
;
ns

(3)

where ns is the number of times a strategy s has been selected in the past.
> 0 is the only parameter of the algorithm.
ADA
"-greedy and MAB are compared with the ad hoc algorithm described in [8].
This algorithm (henceforth ADA) is developed specially to tackle this problem.
ADA uses the same measure of the quality described by eq. (1). The selection of
the strategy is probabilistic. ADA has one parameter S. For more information
about ADA see [8].

4

Experimental Results

We perform two sets of experiments. In the first one, we compare our approach
with the static optimal allocation of robots for a given environment. In the
second one, we compare our approach with the ad hoc algorithm ADA.
We test the algorithms in two scenarios. In the first, we change once D, the
idle time at the cache, in the middle of the experiment from 80 to 10. In the
second, we change D three times following the series 80, 10, 80, 10.
Before conducting any experimental analysis, we tune the parameters of the
algorithms using ANOVA [2]. We tune parameter ↵ and the specific parameters
of each algorithm ( for MAB, ✏ for "-greedy and S for ADA). Table 1 reports
the values of the parameters selected by the tuning algorithm.
For each experiment we perform 50 independent runs of 60000 simulated
seconds.

4.1

Exhaustive Analysis

We test all the possible allocations of robots. To this aim, we manually select
the strategy that each robot must utilize. Table 2 reports the results for di↵erent
values of the idle time D. These results allow us to know, for each value of the
idle time at the cache, the number of robots that must use the cache (or the
corridor) to obtain the best performance. These results are used in Figures 3 to 7
as reference to evaluate the algorithms. The blue lines represent the optimal
number of robots that use the corridor and the red lines represent the optimal
number of robots that use the cache.
Figures 3, 4 and 6 show the results of each of the three algorithms in the
case in which the idle time at the cache is changed once per experiment. The
plots show, in function of the simulation time, the percentage of robots that
use the cache (red boxes) or the corridor (blue boxes). In this representation, a
good algorithm should follow the red and blue lines.
The performance of ADA (Figure 3) increases with the number of the robots.
In fact, ADA is not able to react to the change of the idle time for swarm sizes
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of 8 and 16 while it is able to do it for a swarm size of 32. "-greedy (Figure 4)
does not react to the change of the idle time for a swarm size of 8 while it does
of 16 and 32. In general, the variance of the results is smaller than the ADA.
MAB (Figure 6) is able to react to the change of the idle time for swarm sizes
of 16 and 32. The variance of the results is very high for a swarm size of 32.
The Figures 3, 5 and 7 show the results of the three algorithms in the case
in which the idle time at the cache is changed three times. In this case, all the
three algorithms have quite similar performances. In particular, all of them are
able to react to the changes of the idle time at the cache for swarm sizes of 16
and 32. However, "-greedy performs slightly better than the other algorithms
in terms of variance of the results.
Algorithm
ADA
"-greedy
MAB

Parameter
S = 7.5
✏ = 0.91
= 1000

↵ (1 ch.)
0.5
0.75
0.25

↵ (3 ch.)
0.25
0.75
0.25

Table 1: Parameter values. The values of the parameters selected by ANOVA.
Idle Time
0
0
0
5
5
5
10
10
10
20
20
20
40
40
40
80
80
80
160
160
160

Swarm size
8
16
32
8
16
32
8
16
32
8
16
32
8
16
32
8
16
32
8
16
32

Best (p/d/c)
4/4/0
8/8/0
8/8/16
4/4/0
6/6/4
8/8/16
4/4/0
5/5/6
6/6/20
3/3/2
3/3/10
4/4/24
2/2/4
2/2/12
3/3/26
1/1/6
1/1/14
2/2/28
0/0/8
0/016
0/0/32

Worst (p/d/c)
0/0/8
1/15/0
1/31/0
0/0/8
1/15/0
1/31/0
1/7/0
1/15/0
1/31/0
1/7/0
1/15/0
1/31/0
1/7/0
1/15/0
1/31/0
1/7/0
1/15/0
1/31/0
1/7/0
1/15/0
1/31/0

Best Performance
569,09
383,68
205,38
457,37
303,57
187,68
360,06
245,22
168,24
248,58
189,81
145,00
183,85
156,10
127,38
143,96
135,46
118,04
141,92
132,79
113,44

Table 2: Results of the best and worst allocations. The table shows the
best and the worst allocation of robots for each value of the idle time at the
cache and swarm size. The allocations are expressed as: p) robots picking up
objects from the cache, d) robots dropping objects in the cache and c) robots
using the corridor. The performance is the number objects retrieved divided by
the swarm size.
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Algorithm comparison

We compare our approach with the ad hoc algorithm ADA. Figures 8 to 10
depict the performance of the algorithms in terms of number of retrieved objects
normalized by the swarm size. For a swarm size of 8 (Figure 8), "-greedy is the
best performing. MAB and ADA obtain similar but lower results. The results
for the swarm size of 16 (Figure 9) suggest similar conclusions: "-greedy is the
best performing. MAB and ADA obtain similar but lower results. Finally, for
the swarm size of 32 (Figure 9), all the algorithms are qualitatively equivalent.
Summarizing, the results show that "-greedy seems to be preferable, because
is performs as well and sometimes better than the other algorithms in all the
experiments. The performance of MAB and ADA are quite similar to each
other.

Figure 3: ADA algorithm (1 change of the idle time)

5

Conclusions

In this paper, we formulated the task partitioning problem as a multi-armed
bandit problem. To validate this approach, we implemented two algorithms that
tackle the multi-armed bandit problem. We compared these two algorithms with
an ad hoc algorithm developed to tackle the specific task partitioning problem.
The results showed that the two algorithms we implemented perform better
than or as well as the ad hoc algorithm.
The main advantage of formulating the task partitioning problem as a multiarmed bandit problem is that this problem is widely studied and understood.
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Figure 4: ADA algorithm (3 changes of the idle time)

For this reason, there are many algorithms that tackle the multi-armed bandit
problem that can be successfully applied to task partitioning problems. In addition, this approach is general, because it is not designed to tackle a particular
task partitioning problem, so it can be applied to any task partitioning problem.
As future work we intend to allow communication among robots to improve
the performance in dynamic environments.
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Figure 5: "-greedy algorithm (1 change of the idle time)

Figure 6: "-greedy algorithm (3 changes of the idle time)
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Figure 7: MAB algorithm (1 change of the idle time)

Figure 8: MAB algorithm (3 changes of the idle time)
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Figure 9: Comparison of the algorithms with 8 robots. One change of the idle
time (left) and tree changes of the idle time (right).

Figure 10: Comparison of the algorithms with 16 robots. One change of the
idle time (left) and tree changes of the idle time (right).

IRIDIA – Technical Report Series: TR/IRIDIA/2011-019

9

Figure 11: Comparison of the algorithms with 32 robots. One change of the
idle time (left) and tree changes of the idle time (right).
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