Coordinating Heterogeneous Swarms
Through Minimal Communication
Among Homogeneous Sub-Swarms

Carlo Pinciroli, Rehan O’Grady,
Anders L. Christensen, and Marco Dorigo

IRIDIA – Technical Report Series
Technical Report No.
TR/IRIDIA/2010-007
April 2010
Last revision: April 2010

IRIDIA – Technical Report Series
ISSN 1781-3794
Published by:
IRIDIA, Institut de Recherches Interdisciplinaires
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Abstract. In swarm robotics, the agents are often assumed to be identical. In this paper, we argue that the cooperation between swarms of
different kinds of robots can enhance the capabilities of the robotic system — heterogeneous swarms marry the robustness and parallelism of
homogeneous swarms with efficient task specialisation. A key problem
of heterogeneous swarm systems is the potential complexity of interagent communication between different robot types. We show that minimal communication between homogeneous sub-swarms is sufficient to
engineer ordered global behaviours. To test our approach, we run simulated experiments in which a group of flying robots recruits and delivers
wheeled robots to target locations.

1

Introduction

The research field of swarm robotics takes inspiration from the study of social
insect societies to develop distributed control for swarms of robots. This swarm
approach has the potential advantages of increased flexibility and robustness and
reduced cost. However, many of the insect societies which have been studied are
at least partially heterogeneous. It is believed that the overall swarm efficiency is
increased by the different physical specialisation of subgroups [1]. In contrast, the
majority of swarm robotics research focuses on homogeneous robotic systems.
This simplification can largely be explained by the complexity of developing swarm control mechanisms. Designing a swarm control mechanism involves
designing local control and interactions between agents in such a way that the
swarm self-organises to produce the desired global behaviour. However, this kind
of distributed control is not a well understood science. There is no standard way
of predicting the swarm-level effect of a particular design choice in control or
communication at the level of the individual agent. The usual development cycle is based on a combination of the system designers intuition, along with a dose
of trial and error. Controlling heterogeneous swarms is significantly more complex, as the impact of each design decision must be considered in terms of the
interacting dynamics of multiple controllers and asymmetrical communication
modalities.

In this paper, we propose an approach to heterogeneous system design that
minimises the complexity of heterogeneous interaction whilst preserving the benefits of specialisation. Our solution is to restrict the interactions among agents in
such a way that homogeneous sub-swarms interact with the other sub-swarms in
a minimalistic way. This restriction allows the system to be completely modular.
At the top level, modules are global-level behaviours executed by the heterogeneous robotic swarm. Each global-level behaviour is obtained by decomposing
the heterogeneous swarm into its homogeneous constituents, which, in turn, execute specific behaviours.
We show that coordinated heterogeneous behaviours can be obtained through
minimal inter-sub-swarm communication, even when imprecise information is exchanged. Furthermore, intra-swarm behaviours can be designed as usual, without restrictions on the kind of communication employed. To demonstrate our
approach, we consider a case study of a heterogeneous robotic task in which a
swarm of aerial robots recruits groups from a swarm of wheeled robots and sends
the groups to locations where tasks need to be executed.

2

Related Work

Most previous studies on cooperation between heterogeneous robots have focused
on tightly coupled heterogeneous teams. This is true in, for instance, Parker’s
ALLIANCE [15] in which all robots have knowledge of all tasks.
Market-based coordination among both heterogeneous and homogeneous teams
has been widely studied [5]. In [7] and [8], for instance, Gerkey and Matarić
demonstrated how MURDOCH, an approach to coordination in which tasks are
auctioned, can be used to coordinate a heterogeneous team composed of pusher
robots and a watcher robot. The pusher robots had to collectively push a box
towards a goal that they could not see. The watcher robot could see the goal
but did not participate in the transport. By using MURDOCH, the pusher and
the watcher were able to complete the task.
In [9], Iocchi et. al demonstrated how distributed coordination in heterogeneous multi-robot systems could be achieved through dynamic role assignment.
The dynamic role allocation itself was based on a set of utility functions that
defined the capability of a robot to perform a task and coordination protocols.
In the studies discussed above, it is assumed that the robots are able to
communicate high-level information, such as “I am starting task A” and “I
have completed task B”. In some cases, such as for ALLIANCE [15] and for
MURDOCH [8], the authors report on experiments in which the teams could
continue to operate despite communication errors and robot faults. However, a
common feature of these approaches is that they assume global shared knowledge
about the tasks and high-level, global communication.
Although some authors have reported on coordination approaches based on
minimal and possibly unreliable communication, the focus is still on teams on
tightly coupled teams of robots in which each robots are aware of all tasks and
of all team members, see for instance [3].

(a)

(b)
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Fig. 1. Heterogeneous robotic platform: (a) the foot-bot; (b) the eye-bot. (c)
The experimental arena.
In this study, we focus on a swarm of heterogeneous robots. In robot swarms,
global information is often neither possible nor desirable [2]. Furthermore, this
work differs from others found in the literature because we explicitly decompose
the heterogeneous swarm into its homogeneous constituents and treat each constituent as a separate module (see Section 6). We will show that local, minimal
and imprecise communication among homogeneous sub-swarms is sufficient to
create a coherent global behaviour.

3
3.1

Methodology
The Robots

Our system is composed of aerial robots called eye-bots (Figure 1(a)) and ground
based robots called foot-bots (Figure 1(b)). Eye-bots are quad-rotor robots capable of flying and attaching to the ceiling. A high resolution camera allows them
to monitor activities on the ground [20]. Foot-bots are mobile robots that manoeuvre with a combined system of track and wheels. They are equipped with
infrared proximity sensors, an omnidirectional camera, and an RGB LED ring
enabling them to convey their state to robots within visual range.
Communication between eye-bots and foot-bots occurs via a range and bearing system [19] mounted on both types of robots. This system allows the robots
to broadcast and receive messages from neighbours in the same plane, and in
a cone above the foot-bots or beneath the eye-bots. Furthermore, the system
allows for situated communication, meaning that recipients of a message know
both the content of the message and the spatial origin of the message, within
their own frame of reference.
At the time of writing, the robotic platform was still under development. The
results presented in this paper are therefore obtained in simulation. A custom
physics based simulator called ARGoS [16] has been developed to reproduce the
dynamics of the robots’ sensors and actuators with reasonable accuracy.
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Fig. 2. Screenshots from a sequential task activation experiment. (a) Upon request of the eye-bot coordinating the task in the bottom room, Team 1 is formed;
(b) Team 1 is delivered to the bottom task room; (c) Team 1 executes the task;
(d) Team 1 is delivered back to the recruitment area; (e) Team 1 is released, all
robots return available for recruitment; (e) Team 2 is formed.

3.2

The Experimental Setup

To test the feasibility and effectiveness of implementing minimal and imprecise
inter-swarm communication, we devised a non-trivial case study in which the
objective is forming and delivering groups of wheeled robots in an environment
composed of different rooms connected by corridors. No predefined map is available. As depicted in Figure 1(c), the environment has a large central space,
called the recruitment area. Foot-bots not currently engaged in task execution
reside in the recruitment area. Eye-bots have explored the environment, have
distributed evenly and attached to the ceiling in order to form a network that
covers the entire environment1 . Because foot-bots move much more slowly in
the environment than the eye-bots, we let the latter perform the exploration of
the environment. It is important to note that the exploration performed by the
eye-bots does not entail the construction of a map, neither at the local nor global
level. Each eye-bot monitors its own local portion of space, aware only of the
neighbouring eye-bots, thus allowing messages to be received and forwarded as
necessary. Four rooms are present in the environment. At unpredictable times,
eye-bots in the respective task rooms identify tasks to be performed by the foot1

Our focus is on designing a control system for a heterogeneous swarm, so in this paper
we concentrate on recruitment and delivery. Thus, the formation of said network is
beyond the scope of this paper, and can be achieved as illustrated in [22].

bots. Corridors link the recruitment area with each of these rooms. Screenshots
from an experimental run in which tasks are activated sequentially are shown in
Figure 2.

4

Implementation

In this section, we present the most important aspects of the recruitment and
delivery system implemented in our case study. Coordinated recruitment is presented in Section 4.1, guided flocking is explained in Section 4.2 and the integration of the two behaviours is described in Section 4.3.
4.1

Coordinated Recruitment

The purpose of the coordinated recruitment subsystem is to form groups of
foot-bots in the recruitment area. Recruitment in such a scenario is difficult.
As explained in Section 3, requests come from the task rooms at unpredictable
times. Therefore, two or more groups must often be formed in parallel while
other groups have already left the recruitment area. This potentially renders the
number of available foot-bots lower than the requested quotas.
In our approach, eye-bots monitor and coordinate the formation of foot-bot
groups. The main idea is to decouple the two swarms. Eye-bots monitor the
small portion of the environment directly beneath them while foot-bots perform
random walk. As time goes by, each area controlled by an eye-bot is traversed
by a stream of robots. When an eye-bot receives a request to form a group
of foot-bots, it enters into a state in which it keeps broadcasting a probability
to stop in its controlled area to the foot-bots beneath it. The probability is
received by all the foot-bots in the area. The foot-bots probabilistically choose
either to stop beneath the eye-bot thereby joining the group designated for the
task, or to continue their random walk. The foot-bots that have chosen to stop
periodically receive a probability to leave the group from the eye-bot above and
recover random walking. This probabilistic group leaving mechanism promotes
redistribution, enabling the creation of multiple groups in parallel.
From the point of view of an eye-bot, the swarm of foot-bots is nothing
but a collection of particles, some of which can be probabilistically captured or
released. On the other hand, foot-bots perceive the eye-bots as an environmental
feature that sometimes requires them to stop.
The interesting aspect of this system is that order arises despite its purely
probabilistic nature. The global system behaviour is ordered in that stable groups
of foot-bots can be formed, while providing resource redistribution when needed.
In fact, as studied in more detail in [14], the system can form stable groups in
parallel even if resources are scarce (i.e., too few foot-bots to satisfy all the
received requests) and proves to be highly scalable [18].
This probability-based system is inspired by the cockroach behavioural model
of Jeanson et al. [10] and its subsequent application to robotics by Garnier et
al. [6]. In Garnier’s work, two identical shelters are present in the arena. Robots

can probabilistically choose between random walking or stopping. Robots are
more likely to stop under the shelter than elsewhere, and the probability to stop
increases with the number of neighbouring robots already stopped. This simple
system encodes a positive feedback mechanism that allows robots to form a
unique aggregate under a shelter. That is, a swarm of robots collectively chooses
one of the shelters.
In our system, eye-bots act as active shelters, because they calculate and
broadcast the probabilities to stop and go. In a purely probabilistic system like
this, the key issues to solve are (i) how to create multiple stable groups, and
(ii) how to detect when a group is ready to be delivered. Since groups can
potentially be formed in parallel, a further issue is (iii) how to avoid deadlocks
when resources are scarce.
As discussed in [14], stability and deadlock avoidance impose a trade off in
the calculation of the probability to leave a group. A low value makes the group
more stable, while a high value makes redistribution of resources more effective.
To solve this issue, eye-bots are initialised to broadcast a high leave probability
value, that is gradually lowered to a value that ensures stability. Every time a
formed group of foot-bots departs to a task room (see Sections 4.2 and 4.3 below),
the recruiter eye-bots spike their leave probability to the high value, thus again
causing resource redistribution. This simple schema proves to be effective in the
creation of stable groups and in the avoidance of deadlocks most of the time.
To further ensure that the system is completely deadlock-free, two additional
features have been designed.
The first solution is to allow for imprecise requests. The eye-bots in the task
rooms must formulate their requested quotas in terms of a range of desired footbots. The lower bound is the quota under which the task cannot be performed;
the higher bound is the quota beyond which the cost of coordinating the swarm
exceeds the benefits of adding more robots [13,12]. Ranges of quotas may result
in better resource utilisation than single quotas. When many more foot-bots than
needed are available, it is easy to reach the maximum quota. In contrast, when
foot-bots are scarce, reaching the minimum quotas allows the tasks to proceed.
With single quotas this flexibility would not be possible.
The second feature for a deadlock-free system is that each eye-bot constantly
monitors the number of foot-bots currently recruited, and if such number remains
under the lower bound for a sufficiently long time, the eye-bot probabilistically
releases all its foot-bots to promote redistribution. Additionally, this feature
provides a criterion for deciding when to deliver the foot-bots — if the recruited
group has remained stable long enough with a sufficient number of foot-bots, it
is then delivered to the task location.
This recruitment system is also highly scalable. In [18], we show the results
of experiments with up to 25 eye-bots and 180 foot-bots.
4.2

Guided Flocking

Once a foot-bot group has been formed, the recruiting eye-bot delivers it to
the task room. To safely reach their destination, the foot-bots must move in a

Fig. 3. To deliver foot-bots to their destination, eye-bots transmit the position
of the target with respect to a common frame of reference. The local frames
of reference of the eye-bot and the foot-bot are depicted in white. The vector
connecting the eye-bot to the foot-bot is the black line. The common frame of
reference is indicated by the green lines.

coordinated way as a coherent ensemble — this is referred to as flocking [4]. The
two classical issues in designing a flocking mechanism are (i) how to build and
preserve the coherence of the group as it moves and (ii) how to get the group to
its destination. In our system, we solved issue (i) by using an artificial physicsbased component that structures foot-bots into a hexagonal formation, such as
in [21]. Regarding issue (ii), the approaches present in the literature differ based
on the percentage of individuals in the group that know the destination [4].
Leader following refers to the situation in which only one or a small number
of robots know the destination. On the opposite end of the spectrum, there is
the fully informed group, in which every robot knows the position of the target
location.
In this study, we opted for a novel approach based on the cooperation between
eye-bots and foot-bots. Our flocking system is based on the fact that, because of
their range and bearing boards (see Section 3), eye-bots and foot-bots know their
relative positions. Although each type of robot can only sense the environment
with respect to its own local reference frame, using the relative vector between
the robots, it is possible to transform a vector in one robot’s local frame into a
vector in another robot’s local frame. In other words, the vector connecting an
eye-bot to a foot-bot defines a common frame of reference. Therefore, to guide
a foot-bot, the eye-bot transmits the target vector with respect to the common
frame of reference, and the foot-bot transforms the received piece of information
into its own frame of reference. A schematic representation of these concepts is
reported in Figure 3.
This concept allows one eye-bot to guide one foot-bot towards a target location. However, in our scenario, eye-bots guide relatively large groups of foot-bots.
Point-to-point communication between the eye-bot and all the individual footbots is, for obvious reasons, a not viable solution. A more elegant and scalable
approach involves calculating the common frame of reference with respect to

Task Coordinator Eye-bot
1. Send <request, min, max, taskid>

Relayer Eye-bot

Recruiter Eye-bot

2. Send <request, min, max, taskid>

time

3. Recruit foot-bots
4. Send <delivery,quantity,taskid>
5. Guide foot-bots to task
6. Send <delivery,quantity,taskid>
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10. Send <done,taskid>
11. Guide foot-bots to recr. area
12. Send <done,taskid>
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Fig. 4. Schematic view of the action in the recruitment scenario.
the centre of mass of the distribution of the foot-bots. The resulting vector is
broadcast to the foot-bots in the group. In this system, each individual foot-bot
receives partially incorrect information (unless it is fortuitously at the centre of
mass of the foot-bot group). However, the fact that the foot-bots must preserve
the coherence of the group creates a wisdom of the crowd [23] effect whereby the
group as a whole, after a short period of negotiation, finds the right direction
and drifts towards it. For more details on this approach, see [17].
4.3

Integration

To complete the implementation of the case study, we integrated the two presented subsystems in a simple way. With reference to Figure 4, when a recruiting eye-bot detects that a group is ready for delivery, it sends a message to its
neighbouring eye-bots and to the foot-bots underneath it (step 4). Subsequently,
foot-bots switch to the flocking behaviour. Similarly, when foot-bots reach their
destination, the task room eye-bot sends a message to notify the receipt of the
requested robots (step 8), both to the neighbouring eye-bots and to the footbots. The latter can now switch to the behaviour required to perform the task.
When foot-bots have completed their work, the eye-bot sends a message to start
the procedure to deliver the robots back to the recruitment area (step 10). The
foot-bots thus switch to the flocking behaviour. Finally, when the flock reaches
the recruitment area, the eye-bot receiving the robots sends a message to inform
that the robots have been received (step 14). The foot-bots switch to random
walking and become available for further recruitment (step 15).

5

Experimental Evaluation

In the following, we report the results of several runs of the integrated system
under different task activation paradigms. In Section 5.1, we show the results

for sequential task activation, while parallel task activation is illustrated in 5.2.
Finally, in Section 5.3, we discuss experimental trials in which the tasks require
a large number of foot-bots. Video footage of the experimental runs is available
at http://iridia.ulb.ac.be/supp/IridiaSupp2010-006/.
5.1

Sequential Task Activation

In this set of experiments, tasks are activated in sequence. With reference to
Figure 2, initially, an eye-bot in a task room requests a certain number of robots.
The request is relayed to the closest eye-bot in the recruitment area, which in
turn recruits the necessary foot-bots. When the foot-bot team is formed, the
recruiting eye-bot delivers it to the requesting eye-bot. After the execution of
the task, the foot-bots are returned to the recruitment area. At this point, a
different eye-bot in a task room requests foot-bots for its task (a different one
from the previous) and likewise recruitment, delivery and return occur.
In the 100 repetitions run to test the system, we noticed that, due to the
probabilistic nature of the system, in 16 runs the maximum number of robots
was not recruited by either of the two recruiters, even if more foot-bots were
available. However, in these cases, the recruited quota was slightly below the
maximum.
5.2

Parallel, Asynchronous Task Activation

In this set of experiments, we let the eye-bots in the task room formulate multiple
parallel and asynchronous recruitment requests. Initially, two eye-bots request
foot-bots at the same time (hereinafter, Team 1 and Team 2). One eye-bot
requests 5 to 10 foot-bots, the other 7 to 13. The requests are relayed to two
eye-bots in the recruitment area. While the two foot-bot teams are formed in
parallel, a third eye-bot requests 10 to 12 foot-bots (Team 3). This new request
triggers the redistribution of the already recruited foot-bots.
In the 100 experiments we ran, the first group to be delivered was always
Team 1 or 2. Despite the fact that the quota for Team 1 was smaller than that of
Team 2, Team 1 was formed first 60 times and Team 2 was formed first 40 times.
Analogously, after the delivery of the first team, Team 3 was the second team
to be formed 38 times. This demonstrates the dynamic nature of the approach:
groups are not always formed in the order determined by their relative sizes.
5.3

Deadlock Resolution

In a set of experiments, we tested the ability of the system to cope with requests whose minimum quota exceeds the available number of foot-bots in the
recruitment area.
Four simultaneous recruitment requests (min=12, max=13) are formulated
at the same time. The available number of foot-bots in the recruitment area
is 30. This creates a potential deadlock, because it is feasible that none of the

eye-bots can satisfy their minimum requested quotas. When an eye-bot detects
convergence to a quota which is less than the minimum, it enters into a state
in which at each control cycle it has a probability of 10−4 to spike the leaving
probability it sends to the foot-bots.
In all the 100 experiments we ran, this simple mechanism proved sufficient
to allow the system to overcome the deadlock and continue functioning.

6

Discussion and Conclusions

The development of effective control systems for large heterogeneous swarms
poses challenges that exceed the traditional issues of homogeneous multi-agent
systems. In the implementation of the case study, we carefully decoupled the
components at different levels to ease the design and obtain a modular system.
The system as a whole has been decoupled in terms of behaviours. At the
highest level, the global behaviour is composed of two sub-behaviours, coordinated recruitment and guided flocking. Both behaviours are executed by an
heterogeneous swarm of robots. Each behaviour has been carefully designed in
such a way that robots can individually detect the conditions upon which a
transition to another behaviour is due, despite their different capabilities and
the fact that they sense only a small portion of the environment.
Individual heterogeneous behaviours have been decoupled into sub-behaviours
performed by homogeneous swarms of robots. Homogeneous behaviours are designed in such a way that each swarm perceives the other as a sort of special
sensor or actuator. For instance, in the recruitment subsystem, foot-bots consider eye-bots as a special kind of sensor that indicates areas where they may
need to stop. Similarly, in guided flocking eye-bots perceive the foot-bot groups
as compact, coherent organisms to move to a target location.
Decoupling swarms as we propose has the further advantage that swarms can
be effectively treated as modules that could be substituted by other swarms or
even by dedicated sensory devices. The only requirement would be that the new
modules have the same high level features as the modules they substitute.
Moreover, to the best of our knowledge, the recruitment and delivery case
study we presented is the first case of an integrated set of behaviours for heterogeneous swarms of robots. The results reported in Section 5 show that the
system provides flexibility and allows for the recruitment and delivery groups of
robots in a highly dynamic application scenario.
Future work will be devoted to testing the described system on the real
robots and to applying our minimal inter-swarm communication paradigm to
other complex open problems, such as collective structure building.
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